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Introduction
Markov Decision process

Dynamic Programming for planning
and control

Model Free Prediction and Control
(SARSA and Q-learning)

Function Approximation (Use Deep Neural Networks)
Deep Q networks (deep learning for RL)

Deep Deterministic Policy Gradient Method
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Introduction

Environment
Agent
Reward
Policy
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Motivation
Reinforcement Learning: Towards human level :

control ((Finding the optimal way of doing a given task)
Ba ‘omtsfeet ; prediction

Adaptation (Robots That Can Adapt like Animals, Nature)
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Some Applications

Source : Deep Mind
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Agent and Environment

Environment/system
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Agent and Environment Interaction

(1) Agent perceives the environment.

(4) The environment reacts with
new observation, and a reward.

Agent/controller

(2) Agent takes an action.

(3) The environment goes through internal state
change as a consequence of the agent’s action.

Environment/system
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Agent and Environment Interaction

(1) The cycle begins with
the agent observing the
environment. | ¥

(2) The agent uses this
observation and reward to
attempt to improve at the task.

Observation
and Reward

o4

roller

Agent/

cont

(4) Finally, the
environment transitions

and its internal state Ot
[likely] changes as a
consequence of the
previous state and the
agent's action. Then,
the cycle repeats.

(3) It then sends an
action to the environment
in an attempt to control
it in a favorable way.

Environment/system
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Boundary between Agent and Environemnt

— (1) Anagent is the

decision-making
portion of the code.
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(2) The environment is everything outside the
agent. In this case that includes network latencies,
the motors noise, the camera noise, and so on. This
may seem counter-intuitive at first, but it actually
helps understanding the algorithms.

Mayank JHA, mayank-shekhar.jha@univ-lorraine.fr
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State v/s Observations

POLYTECH
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State:
0.2 5.1 true locations
___-‘ ----- . (1) States are the perfect and complete

I 28 information related to the task at hand.
1352 A 152

[ I
I 1 2.7
| | 1 <
1 2 1

Observation:

just an image

(2) While observations are the information
the agent receives. This could be noisy or

incomplete information. ‘ -
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Rewards and Reinforcement Learning

Rewards :

functions-—-> chosen by user, problem dependent.
scalar feedback signal

indicates how well the agent does

Agent’s mission:

maximize the cumulated reward

Reinforcement learning :

finding best way ( optimal way) to maximize the cumulative reward.
finding optimal “policy” or strategy to achieve the goal in an optimal manner.

sequential decision-making problem.

POLYTECH: UNIVERSITE
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Markov Decision Process (MDP)

Markov process
Markov Reward Process

Markov Decision Process

Mayank JHA, mayank-shekhar.jha@univ-lorraine.fr
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Markov Decision Process (MDP)

An MDP characterizes the world/environment: (S, A, P, R, 7).

@ S: finite set of states

@ A: finite set of actions.

o p(S,SI) = P(St+1 =g | St =S, At = a).

© r(s) =E[Ret1 | St =s,Ac = 4].

All process =» MDP! ( Fully observable!)

POLYTECH® UNIVERSITE
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Environment: Transition Function

An MDP characterizes the world/environment: (S, A, P, R, 7).

@ S: finite set of states
l_| (1) The probability I* (3) Will be
@ A: finite set of actions. of the next state. the same.

o p(s,s') = P(Se11=5"| St =s,Ar = a). P(St+1lSt,At) — P(St+1|St7At7 St—]-?At—l? )

o r(s) =E[Ret1 | St =s,A: = a]. j
(2) Given the (4) Asifyou give it
current state the entire history of
and current interactions. |
action. |

POLYTECH® UNIVERSITE
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Environment: Transition Function

An MDP characterizes the world/environment: (S, A, P, R, 7).

@ S: finite set of states
rl (1) The probability (3) Will be
@ A: finite set of actions. of the next state. the same.
"= P(S =5 |5 =s,A; = a). —
° p(s,s’) (St41=15"[ S =s,A: = a) P(St-{—l‘st)At) _P(St+1|St7At75t—17At—17"°)
o r(s) =E[Res1| St = s, Ar = a].
(2) Given the (4) Asifyou give it
current state the entire history of
and current interactions. |
action. |
(1) The transition (2) As the probability of [ (3) Given action awas
function is defined. | transitioning to state selected on state sinthe
s'at time step t. previous time step t-1.

p(s'|s,a) = P(S; = §'|S;_1 =s,A41 = a)

l 1 (4) Given these are probabilities, we

expect the sum of the probabilities across
all possible next states to sum to 1.

Z p(s'|s,a) =1,Vs € S,Va € A(s)
s'eS T

(5) That's true for all states sin the set
of states S, and all actions ain the set of |
actions available in state s.

POLYTECH UNIVERSITE
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Environment: Reward Function

An MDP characterizes the world/environment: (S, A, P, R, 7).

@ S: finite set of states
@ A: finite set of actions.

° p(s,s') = P(St11=5"| St =5,A: = a).

(3) And, it is the expectation of reward at

o I’(S) = E[Rt+1 | St = S,At = a]. a
g]e?‘:i-rczz ;6:/:; rl'ldojjsncﬁlon can be time step t, given the state-action pair in the
' revious time step.
(2) It canbe v f g P
defined as a <
function that T(S, a) S 4J[Rt|St—1 = S, At_l S a]
takes in a state- 4
action pair. | (5) And it is also defined as
rl (4) But, it can also be defined as a function the expectation,. b'Ut oy
that takes a full transition tuple 5, 4, 5° given that transition tuple.

r(s,a,s") = E[R¢|S;—1 =8, A1 =a,5 = §']

Rt — R C R 4¢—1 (0) The reward at time step t comes from a set of

all rewards R, which is a subset of all real numbers.

POLYTECH: UNIVERSITE
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Agent:

* Policy

* Value function
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Agent: Policy

A (stationary) policy 7 is a distribution over actions given states:

m(a|s)=P(Ar=a| S5 =5s).

POLYTECH UNIVERSITE
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O

Agent: Policy

A (stationary) policy 7 is a distribution over actions given states:
w(a|s)=P(Ar=a| St =s).

Deterministic Policy:
a = m(s)

Stochastic Policy:
w(a|s)=P(Ar=a| St =s).

POLYTECH UNIVERSITE
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Agent: Value Function

 Return

POLYTECH
NANCY

(1) The return is the sum of rewards encounter from step t, until the final step T. F—

Gy =Riy1+ Riqo+ Riys+ ...+ Rr <

UNIVERSITE
@ DE LORRAINE (QAA Mayank JHA, mayank-shekhar.jha@univ-lorraine.fr

26



O

Agent: Value Function

Return (1) The return is the sum of rewards encounter from step t, until the final step T. F—

Gy = Riy1 + Rijo + Reys+ ... + Rr <

discount factor, gamma. This is then the discounted return, which prioritizes early rewards. H

Gt = Riy1 +YRir2 + 7V Rizs + ... + 71 ' Rr«

(3) We can simplify the equation and have a e

more general equation, such as this one. | 4 Gt — E 'Yth—l—k—l—l

k=0
Gt = Rt_|_1 =& "YGt—l—l 4— (4) And stare at this recursive definition of G for a while.

POLYTECH® UNIVERSITE
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Agent: Value Function

Return (1) The return is the sum of rewards encounter from step t, until the final step T. F—

Gy = Riy1 + Rijo + Reys+ ... + Rr <

discount factor, gamma. This is then the discounted return, which prioritizes early rewards. H

Gt = Riy1 +YRiy2 + 7V’ Riys + ..+ 'Ry

(3) We can simplify the equation and have a e 1
more general equation, such as this one. | 4 Gt = E 2 Rt—l—k—l—l

k=0
Gt = Rt_|_1 =& "YGt—l—l 4— (4) And stare at this recursive definition of G for a while.

Value Function

(1) The value of a state s. (3) Is the expectation over .
T (5) Given you select
(2) Under policy . = Un (8) = Er [Gt ‘St - jﬁ] state s at time step t.
"l g L " g )
(4) Of returns at time step t.
POLYTECH: @ UNIVERSITE ¢~
NANCY DE LORRAINE \JRAA Mayank JHA, mayank-shekhar.jha@univ-lorraine.fr
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Agent: Value Function

Value function

(1) The value of a state s. (3) Is the expectation over 1.
T (D) Given you select
(2) Under policy . = Ur (8) N [Gt | St — 8] state sat time 51;ep_|1§
I 4

L (4) Of returns at time step t.

(©6) Remember that returns are the sum of discounted rewards. =
2
UW(S) = EW [Rt—l—l i ’)’RH_Q + 7y Rt_|_3 = |St — 8]

(7) And that we can defined . .
them recursively like so. — UW(S) = Ex [Rt+1 T fyGt-i-l ’St . S]

Value Function:
Assessment of “Importance” of being in a state.

Helps to make a choice in taking actions while being in a state.

POLYTECH UNIVERSITE
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Dynamic Programming
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Bellman Equation

v= R+ rPv

()] L

POLYTECH: UNIVERSITE
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R
+

Ry

(using matrices)

Py

Pln

Mayank JHA, mayank-shekhar.jha@univ-lorraine.fr
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Bellman Equation

v =R+ rPv (using matrices)
(1) "R1] [Pu1 -+ Pu] [v(1)]
=] T .
v(n) R, Py -+ Pp,l |v(n)

v(e) = IE LRHI + v (3ea0) \ S’c"‘sj

applied over all states and policies!!

POLYTECH UNIVERSITE
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Bellman Equation

v =R+ rPv (using matrices)
(1) ] Ri|  [Pu -+ P
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Bellman Equation

v =R+ rPv (using matrices)
(1) ] Ri|  [Pu -+ P
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Bellman Equation

Vi(s) = Zﬂ(a K (RQ(S) ”yZPa (5,8") Va (3'))

acA s'eS
| ’ N\
\V4 r L] LTL x
/ |ty R AT b of
of ok . o beimg (m
: tm S \
Volee o } [}w"ﬁ i\q‘am o ') \’ a >
o shal'g’ v ” e
Lo.[es
Qveroage OVA —-—CUL "
oA achoms$



Bellman Equation

=Y w(als)

R,(s) fyz P, (s,s")Vx (s')

E(&) This equation is called the Bellman equation and it tells us how to find the value of states.

Zﬂ' (als) Zps r|s,a)lr +7v7&],Vs€S

(9) We get the actlon (or
actions,if the policy is
stochastic) prescribed
for state s. And do a

weighted sum... F———

POLYTECH: UNIVERSITE
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(10) We also welght
the sum over the
probability of next

states and rewards.

(11) We add the reward and I |
the discounted value of the 1(:1 2)“Do this
landing state, then weight F 'O'"s states
H that by the probability of litnestare
space.

that transition occurring.
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Policy Improvement
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Value Functions = V-functions and Q-functions

Mayank JHA, mayank-shekhar.jha@univ-lorraine.fr

POLYTECH" UNIVERSITE I
NANCY @ DE LORRAINE  { QA[\ /

69



Volue Punebiom (N-fumthon awd §-fumchom)

f nehom )
State Value Pon eHom ( dume )
\l - i\mdwrn V (S) -~ &%\DQC‘:&O* ’Te/m i-morm s el g

Owd ,@Ubwl-/*a FO\L‘L{] u

- /R = S_ W
Vir(8) = [.ﬁﬂ‘[g%: ‘S’f Ny Gy = Rint R
{ = Z'“(K‘R{;H«H
Aehom Valee tunchom (@-J[u"d‘lor@ <o
cked| vefen gta<h JLroW) atale ‘c . Lot T,
@-—fuﬂ\(j“@""\‘_} e e {o_ktlwﬁ Fom (@, oud fOt <7 X

o J
(50 = I, E, [Se] =5 A
O ey o @HE"Q’:F&‘?HEE CRAI\ JHA Mayank , Email: mayank-shekhar.jha [at] univ-lorraine.fr 70



V- funchom  com be decoposed — irmfm'dzfajic vervard
oA +Ud-vl1~(e, &%aﬂs /wwa'wlg

Ver (2D = (ET\‘<P\4:H T Y Vﬁ(5t+\)1§%: s)

—> }alce sSOME achon \rfmo-m ctale & y
—s get tmwdiale revdad fov Hat a.cw'oﬂt .
e >
— - g_value uj- T;;xd‘: s-t::e—me:; Q_d"o':{ c hosen \a!-ﬂ*o-m "H/\a.;\:‘ H'me-
-

: UNIVERSITE
Q EACI)\I(!:_YYT =CH @ DE LORRAINE (QA’\ JHA Mayank , Email: mayank-shekhar.jha [at] univ-lorraine.fr 71



How ave V \juﬂe.l"vo"/\ -—j-tmd-zo-n *rel,oJ:d?

\ (% — <
4——: >/ K A
Fowﬁa g
ﬂ/ﬂ(S/Q> 0N T Eolcen

ac}\ow 1 nehon 2 aehon @ -

—5 each achon has
achov valwe -

a€k S\ &M%O‘\Fe oves oll such

volues —> velwe Vit °)
j wﬂ@g in stale ‘8’

(o ap )

: UNIVERSITE
O 5Acl)\l(!2_YYT S @ DE LORRAINE 4 QA’\ JHA Mayank , Email: mayank-shekhar.jha [at] univ-lorraine.fr

72



How }o l‘m’:Q*rE'V‘e/t Q)W
— Nhen ‘. skoke s’

1/(5’094—-4 (%) 7 oad o It 4o feke

A aﬂ,ho a
/ p
wﬁ( K - al e~ tvom 3r hlom

D
L - !/OL,H« rvre,e_,OOL“r'd 2

how oad fo
ga)= R, (s) .mf), P (55) Vr( 8D ho i thak shole

!




®,

Bellman Equation
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Policy iteration algorithm

Policy evaluation
+

Policy improvement
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Introduction
Markov Decision process

Dynamic Programming for planning
and control

Model Free Prediction and Control
(SARSA and Q-learning)
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Model-free Prediction

Temporal Difference (TD)
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. (1) We again start from the definition of the — . —
Learning : on the fly ctate vato hrictiong ' Un(8) = ExlGur | i = o]

(2) And the definition of the return.

S, o L » Ger = Rip1 +YRip2 + ... + ’YT_lRT

(3) From the return, we can rewrite the equation by grouping up some terms. Check it out.

Ger = Rip1 + YRiy2 + YRz + ... +9" 'Ry

T-2
O - = Rip1 +7(Rev2 + YRi4s + ... +7° “Rr)
= Rt_|_ 1 S ’7Gt.|_ 1:T 4 (4) Now, the same return has a recursive style.
(5) We can use this new definition to also rewrite the state-value function definition equation.
O O o ) P O ® _ T - G* S . (6) And because the
Un (8 ) — Lg |U T | = ] expectation of the
" returns from the next
== Ef,r Rt_|_1 —|— ’YGt+1;T St = S state is simply the
i p
O O () () ® ) O E - state-value function of
= (% =S :
A |‘ / \\ : // \\ : ,/ ‘\ : ; \\ FRN l—f T _Rt_|_1 + ’7 W(Sfd_l) | St ] the next_l_state, we get.

(7) This means we could estimate the
state-value function on every time step. St ’ At ’ Rt-l— 1, St-l— 1 ? Tt
(8) We roll out a single interaction step. |
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(1) We again start from the definition of the 'Uﬂ—(S) — EW [Gt:T | St — S]

Temporal Difference TD (0) Algorithm state-value furction.

(2) And the definition of the return.

L > Gt:T — Rt—|—1 i ’YRt+2 SRS ’YT_IRT

(3) From the return, we can rewrite the equation by grouping up some terms. Check it out.
2 T-—1
G = Jinas 40 A0t =F a7 Ui = o A5 ) Rt
T-2
= Rit1 +7(Rep2 + YR + ... +7° " Rr)

9
= Rt+ 1 ‘|‘ "}/Gt+ 1:7T 4= (4) Now, the same return has a recursive style.
(5) We can use this new definition to also rewrite the state-value function definition equation.
. ¥
O . — . (6) And because the
(% (S) — ]E7T _Gt:T | St — S] expectation of the

r returns from the next

— ]E’Tl' _Rt+1 = /YGt—I—l:T | St — S] state is simply the

. state-value function of
0 oo I-_; = Eﬂ. _Rt+1 + ’)/’Uﬂ—(St*_}_l) | St = S] thenext_rstate,weget.

/I N /
PN : oo (7) This means we could estimate the

state-value function on every time step. Sta At7 RH—l? St-|-1 ? Tt:t4+1

(8) We roll out a single interaction step. |

Q) O () Q ()
| / \ 1 /
\ / v /

\
A

(9) And can obtain an estimate V(s)of ~ (10) The key difference to realize is we are now

the true state-value function v (s) a estimating v (s )with an estimate of v (s, ). We
different way than with MC. are using an estimated, not an actual return.
[t
error
N\
43 N\
Vit1(St) = Vi(S) + oz | Ryq1 + Vi (Siq1) —Vi(Sk)
NG S
TD
target

POLYTECH: @ UNIVERSITE r‘ . (11) Abigwinis w.e can n.ow make updatest'othe
NANCY DE LORRAINE g QAA JHA Mayank , Email: mayank-< state-value function estimates V(s) every time step.



Monte Carlo Learning

®
QO O O O O O
) O () ()
2 \ VAN | /! \ :
MC (1) If we get a close-up (log-scale

estor plot) these trends, you will see

Vr(Sy) = Vr_1(S:) + o rGt:T —VT—l(StS what's happening. MC estimates
N =

®,

POLYTECH
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Jjump around the true values. This is

MC ¢ because of the high variance of the

target
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— MC targets.
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Temporal Difference TD (0) Algorithm

o
O O O ®
Q O Q O ) O Q O 0 Q
\ : / \\ ! /’ \\ | /l \ i / \\ /
TD (3) TD estimates are off target most
D Sl 7 ofthetime, but they are less jumpy.
_ g B v | Thisis because TD targets are low
V;H_l (St) B Vt (St) T O &t/—lj V;’ (St) variance, though biased. They use an
- TD -4 estimated return for target.
target 'I'
*
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Differences between TD (0) and MC methods and other variants

1. TD can learn from episodes of experiences
2. TD is model free: No knowledge of MDP required.

3. TD leans by bootstrapping

4. TD can learn from incomplete episodes

!

LearnVr from experience, under policy 1T
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Dynamic Programming Backup
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(9) And can obtain an estimate V(s)of ~ (10) The key difference to realize is we are now

the true state-value function v (s)a estimating v (s,) with an estimate of v (5, ). We
different way than with MC. are using an estimated, not an actual return.
TD
error
£ A R
Vir1(S:) = Vi(St) + s | Rey1 +vVi(Seq1) —Vi(Sh)
N g
TD
target

(11) A big win is we can now make updates to the
state-value function estimates V(s) every time step.

O O 0O
) O () ()

I ]

\ 1

’ \ 1 / \
' \

I\ |
/ \ ’

\ |

S~
-

/

-~
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Model-free Control

TD control (On-policy SARSA)
TD control ( Off-Policy) Q-learning
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Model Free Control
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TD Contvel ( Updale %T'n)
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)
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V-function is good for theory development, but policy extraction requires MDP!

v (model knowledge)

So, we use Q-function, in place of V-function!
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TD Cowtrol (Alaom‘%m)
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TD Cowtrol (Alaom‘%m)
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TD Cowtrel (Alaom‘ﬂlm)
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TD Cowtrol (Alj""m"m)
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NANCY

(1) The only difference between Sarsa and Q-learning is the action used in the target.
(2) This is Sarsa update equation. Sarsa

T

(3) It uses the action actually taken in
the next state to calculate the target. |
(4) This one is Q-learning’s.

u

= error

OIS A RO (SR e zzt+1 & ')/Q(St+1>At+ll_Q(Sta Ati

Sarsa
target

Q-learning
error

» Q(St, At) + Q(S¢, Ar) + oy kt+1 + gl Q(St+1,a) —Q(St, Ati

(5) Q-learning uses the action with the = ~— -
' ‘ : Q-learning
maximum estimated value in the next target T

state, despite the action actually taken. |
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Introduction
Markov Decision process

Dynamic Programming for planning
and control

Model Free Prediction and Control
(SARSA and Q-learning)

Function Approximation (Use Deep Neural Networks)
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Discrete vs Continuous states

Temporal Difference (TD)
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Discrete Space vs Continuous Space
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Discrete Space vs Continuous Space
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Discrete Space vs Continuous Space
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Discrete Space vs Continuous Space
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Approximating States/Action....using Neural Networks!

State-action-in-value-out architecture

State Variables In

* Cart position

* Cart velocity

* Pole angle

* Pole velocity at tip

State s.E.g:
[:0:41,1.1,2.:8,1:1]

Actionn | » () ‘
Actiona.E.g.: O

Value out
X ) Q(s,2)E.g:1.44
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Approximating States/Action....using Neural Networks!

State-action-in-value-out architecture

State Variables In

* Cart position

* Cart velocity

* Pole angle

« Pole velocity at tip

State s.E.g:
[-0.1,71.:1.,2:58,1:1) “
Action In b » ()
Actiona.E.g.: O

Value out
X ) Q(s,2)E.g:1.44

State Variables In

» Cart position
* Cart velocity Vector of values out
* Pole angle * Action O (left)
* Pole velocity at tip * Action 1 (right)
Q(s) E.g:
States.Eg: [1.44,-3.5]

@A, 19,2.3,; 1.4
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Function Approximation States/Action....using Neural Networks!
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State Value Approximation State-Action Value Approximation State to different Q Values Values
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Function Approximation States/Action....using Neural Networks!

What we want: Close approximations of true functions

J(2) o Yels)
’a\v(grq) ~ cim_(s,a)

Parametrized by weights w
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State Value Approximation
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State Value Approximation
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State Value Approximation

A
v (gw) e P 5 S(sw)= x0T
, T/ Mincmite = (W)= rT;WL(vﬂ(s)-X(sfw)j
/,\ Uplale R 7 o = )y To ) ) #es
S = d\(www- L "’“)

P ] UNIVERSITE . _ _ _
Q NAcl)\l(!:_YYT iSclkl @ DE LORRAINE  § QA’\ JHA Mayank , Email: mayank-shekhar.jha [at] univ-lorraine.fr 138



Q-Function Approximation Action vector approximation
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Q-Function Approximation Action vector approximation
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Q-Function Approximation Action vector approximation
Bsa), - §(3,2m %)
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Any Non-Linear Function Approximation
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Q-Networks
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Q-Networks
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Introduction
Markov Decision process

Dynamic Programming for planning
and control

Model Free Prediction and Control
(SARSA and Q-learning)

Function Approximation (Use Deep Neural Networks)

Deep Q networks (Deep learning for RL)
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Deep Q-Networks (DQN)
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Deep Q-Networks (DQN)

Build data el \]i»

GMZ) oqonts own e :
%

< &, A, Rew, ng> QMWPle,
4 3
<§’m) Aer, Rz, S > Rawo\pmla? ¥// /A
\

<§e+z‘/AHLJ RH?”SHB>

) G e

Replary  Buffer L Breoks orerelation

: UNIVERSITE
O 5Acl)\l(!2_YYT iSclkl @ DE LORRAINE  § QA’\ JHA Mayank , Email: mayank-shekhar.jha [at] univ-lorraine.fr 150



Deep Q-Networks (DQN)
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Deep Q-Networks (DQN)
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Deep Q-Networks (DQN)
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Deep Q-Networks (DQN) Algorithm
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Deep Q-Networks (DQN) Algorithm

[ " [\)".

‘TeHalkve weplay ey b W{-kl\co‘(:iﬂrrmalom wecgh s w
Y hon

e Traohaliee achon -value j—we

o Twakokee dovjets achom -value WeLg
| o M

W W& W

. :I'Mr +He grn'soolz e &
o ¢ HG-L ) uJ,’ stale %,
) L;re.rare.m’:wll-iol stale : 3<— 4’(4"#)

» te—1b -
.:f""hctt‘f' S rré——e'flw,j(él/( )
> clhwoose achom A Twm sto va ar‘ ‘o

E st

. A observe qe”ﬂ.ﬂ'd ‘1\) next

Qawfh -97‘;ake, aeh;;ﬁ: i o e— 4,(/\9(&,2,1,,-,,1&,’1&.7)
-7 we_'oaﬂt

M)y ay we .D
—> Skeve ea.re'n'evwe, %-urle— ( S,/*,R,S) im are_rtj WJ
!
o o bakehes o:f erlea (gj,a&, «‘J,SJ'H) ;"mmnD L

‘o andowL
OIJ‘TGLM- ~ (S\".H,Q,W')

n St tovaet o . = J"'M{fxﬂ/ N
Lm " Uro\»ﬁ« ‘-‘a (JAJVO = oA ( ']J-?,(Sj:“j,”» Vb\ﬂ/( SJ’QJ’W>

r = \ Ay .
| Bueng € slipe ek e
: UNIVERSITE
O EA?\I(!:_YYT iSclkl @DE LORRAINE  § QA,\ JHA Mayank , Email: mayank-shekhar.jha [at] univ-lorraine.fr 155




Convglution Cowglutnm Fully cgnn:ctcd Fully cgﬂncctcd
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end-to-end learning Q(S,a) from pixels S : : ]
input state: 4 stacked raw pixel frames

32 8x8 filters with stride 4 + ReLU
64 4x4 filters with stride 2 + ReLLU

S [Source: Mnih et al., Nature 2015 (DeepMind) ]
fully connected 512 units + ReLU

fully connected output units, one per action
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Introduction
Markov Decision process

Dynamic Programming for planning
and control

Model Free Prediction and Control
(SARSA and Q-learning)

Function Approximation (Use Deep Neural Networks)
Deep Q networks (deep learning for RL)

Deep Deterministic Policy Gradient Method (DDPG)
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Actor Critic Approach to Solve RL using Q-functions

Value Function Policy ® Value Based

® |earn Value function
® [mplicit policy

Actor

Value-Based S
Critic

Policy-Based

® Policy Based
® No Value function
® |earn policy (control law)
® Actor Critic
® | earn Value function
® guides learn of control policy

® [ earn control policy
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Neural Networks: To approximate Value and Control Law

Actor-critic algorithms maintain two sets of parameters.

® Critic NN used to estimate the action-value function:

Q"(s,a) = Q"(s, a)

® Actor NN Updates policy parameters 6, in direction
suggested by critic.

Actor-critic algorithms follow an approximate policy gradient

Vod(0) = Er, [Vglogmg(x, u) Q" (x, u)]
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I critic predicts the value of that action CRITIC
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Actor —Critic approach



1 critic predicts the value of that action CRITIC ACtOF _C ritiC d pproaCh

S
rg
@ .
_ﬁ
state
observations

actions

2

state
observations
-~ -
7 7
acfions

actor is responsible for cthoosing the action
ACTOR

Critic Loss:

L(¢) =E [(y — Q(s,al$))’]
where

y=r+~Q'(s',1'(s)¢)
Policy Gradient (Actor):

Vo = E [Vou(s|0)VaQ(s, a$)|azp(s)]
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1 critic predicts the value of that action CRITIC ACtor _C rltlc d pproaCh

>
value
O AT
state
observations

actiens

2

state
observations
—> ->
acfions

actor is responsible for thoosing the action

3 helen Critic Loss:

L(¢) =E [(v — Q(s, a¢))?]
compare where
y =r+7Q'(s, 1(s)¢)
Policy Gradient (Actor):

Vo = E [Vou(s|0)VaQ(s, a$)|azp(s)]

’ ACTOR
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1 critic predicts the value of that action CRITIC ACtO r _C rItIC d p p roaCh
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I critic predicts the value of that action CRITIC
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Actor —Critic approach
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Deep Deterministic Policy Gradient (DDPG)

@ Actor: Approximates policy function, deterministic ug(s).
o Critic: Approximates value function, Q(s, a|¢).
Core ldea:
@ Actor improves policy based on Critic's evaluation.
@ Critic provides gradient to guide policy improvement.

compare
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Deep Deterministic Policy Gradient (DDPG)

Critic Loss:
L(¢) =E[(y — Q(s, al¢))’]
where
y =r+7Q'(s", 1 (s)l¢)
Policy Gradient (Actor):

Vo)~ E [Vg“(SlQ)VaQ(S, a|¢)|a=u(s)]
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Basic Steps of DDPG

© |Initialize Actor and Critic networks.

@ |Initialize target networks with same parameters.
© Repeat for each episode:

o Observe state s and select action a = u(s|@) + noise.
o Execute a, observe reward r and new state s’.

Store transition (s, a, r,s’) in replay buffer.

Sample batch from buffer to update Critic and Actor.
Update target networks slowly:

¢ 1o+ (1—7)¢
0 < 710+ (1—71)0

of Tegulav weshh
A {;awaet
wecghe’
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Basic Steps of DDPG

o Experience Replay: Stabilizes learning.

@ Ornstein-Uhlenbeck Noise: Encourages exploration in continuous
space.

o Target Networks: Ensure stability.
e Batch Normalization: May enhance training.
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Algorithm DDPG

Algorithm 1 DDPG algorithm

Randomly initialize critic network Q(s, a|#?) and actor y(s|6*) with weights 9 and 9~
Initialize target network @’ and 4/ with weights #Q + 9, g#' + gr ———— Use target networks to

Initialize replay buffer R do off-policy updates
for episode = 1, M do
Initialize a random process N for action exploration Action selected using Deterministic Actor

Receive initial observation state s, as explained before
fort=1,Tdo
Select action a;= u(s¢|6*) + Nt according to the current policy and exploration noise

Execute action a; and observe reward r; and observe new state s;
Store transition (s;, as, r¢, S¢41) in R

Sample a random minibatch of N transitions (s;, @;,7;, si+1) from R
Set y; = 7 + YQ' (sit1, 1’ (si41]0)|09)

Update critic by minimizing the loss: L = & 3. (vi — Q(si, ai|09))?
Update the actor policy using the sampled policy gradient:

Experience Replay

i : ~_—Policy Gradient
Voud & =3 VaQ(5,al6%)oms, ampa(on Vo (5164,

Update the target networks:

09 709 + (1 — )09 s
, , Slow updates,
¢ 76" +(1—71)0" but highly stable

end for
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=  Current state-of-the-art robotics

Percepts

Hand-
engineered
state-
estimation

Hand- Hand-tuned
engineered (or learned)
control policy 10’1sh free
class parameters

Motor
commands

«  Deep reinforcement learning

Percepts

’ POLYTECH
NANCY

Many-layer neural network

with many parameters to learn

Motor
commands
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A toolkit for developing and
comparing reinforcement learning

algorithms. It supports teaching
agents everything from walking to
playing games like Pong or Go.

Read the launch blog post »
View documentation »
View on GitHub >

POLYTECH" UNIVERSITE
NANCY @ DE LORRAINE

Algorithms

Atari

30x2D

Classic con

MuJoCo

obotics

trol

foy text @i;:@

Third party

) Sign in with GitHub

ot trmamgranl on Wb 2d -0

CQA’\/ JHA Mayank , Email: mayank-shel

environments ('

MuJoCo
Continuous control tasks, running in a fast physics simulator.

Ant-v2 HalfCheetah-v2 Hopper-v2

Make a 3D four-legged robot Make a 2D cheetah robot Make a 2D robot hop.
walk run

Humanoid-v2 HumanoidStandup-v2 InvertedDoublePendulum-
Make a 3D two-legged robot Make a 3D two-legged robot v2
walk standup. Balance a pole on a pole on
acart

InvertedPendulum-v2 Reacher-v2 Swimmer-v2
Balance a pole on a cart Make a 2D robot reach to a Make a 2D robot swim.
randomly located target

Walker2d-v2
Make a 2D robot walk

@OpenAI
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